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Generative AI & Clinical Research Overview

Untrustworthy LLMs
• Hallucinate citations
• No auditability
• Unfit for clinical use

Complex Trials
• Costly & failure-prone
• Subgroup ID is critical
• Requires heterogenous data

Our Solution
• Evidence-grounded output
• Multi-agent system
• Human-in-the-loop review

Process & Methodology

REASONING: COGNITIVE ENGINE
Gemini CLI (Orchestrator): Aggregate Context (PubMed RAG, Instructions, Feedback, etc).
Claude API (Generator): Clinical Reasoning, Hypothesis and Evaluation Model Selection.
Knowledge Retrivial: PubMed RAG with Chroma DB.

TOOLING: PROGRAMMING INTERFACE
Data Harmonization: ADaM/CDISC processing with DuckDB
API Management: Standarized I/O Contracts
UI/UX: Create useful user interaction

Prompt Feedback Loop

EVALUATION: GROUNDING GUARDRAIL
Automated QC: Validate LLM outputs vs contract rules and statistical rules.
Error Translation: Convert stats failures to feedback prompts.
Dynamic Routing: Direct feedback to orchestrator
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Agentic Hypothesis Generation Pipeline 

Prompt Construction

Display Hypotheses

“Find plausible subgroups for responses to Drug X in population Y”

Agent Persona ChromaDB DuckDB

Hypothesis Generation

Evaluation

Model Selection & Execution

Final Review
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NEEDS REVIEW

NEEDS REVIEW

Google Gemini CLI: Serves as the orchestrator to collect system information, retrieve data, and evaluate feedback

Claude Opus: Synthesizes data parsed and sent by Gemini and proposes clinically plausible hypotheses

System Prompt

Hypothesis Critique & Review

Pipeline Overview:The end-to-end workflow is as follows: 1. Prompt Synthesis: Gather data and system information via Gemini CLI to instruct Claude Opus2. Hypotheses Execution: Propose and test plausible clinical hypotheses with ML models (logistic regression, Cox regression, etc.)3. Model Evaluation: Utilize statistical measures and safety guardrails to evaluate model outputs4. Human-in-the-Loop Feedback: User determines acceptance criteria and provides feedback to Gemini CLI to recall orchestration prompt if needed 

PubMed RAG

Human-in-the-Loop:Features two distinct gates for mandatory review:
• Review the initial hypotheses
• If insufficient or incorrect, reconstruct orchestration prompt

• Review model evaluation(s)
• If models insufficient or incorrect, reconstruct orchestration prompt

Harmonized Data

Key Outcomes

HUMAN-IN-THE-LOOP & ETHICS

END-TO-END GENAI PIPELINE

RAG TUNING & DATA HARMONIZATION

Clinical question RAG retrieval LLM reasoning Statistical validation Ranked hypotheses
• Autonomous hypothesis generation from a single research question
• Gemini + Claude as reasoning agents with domain-scoped context
• Statistically validated outputs ranked by clinical plausibility

PubMed literature
Raw trial data

• PubMed RAG pipeline grounds outputs in peer-reviewed evidence
• Harmonization layer cleans raw trial data with imputation and ML
• Narrows model scope to relevant pharmaceutical domain

• Two mandatory human approval gates before clinical influence
• Transparent model reasoning supports clinician trust
• No output affects patient care without explicit human sign-off

Harmonization + RAG layer Scoped LLM knowledge base

Hypothesis generated
Clinician review

Gate 1 Final validation
Final Approval

Gate 2 Clinical user approved

Future Work
MULTI-AGENT COORDINATION

• Propose-critique loop iteratively refines hypothesis
• Reduces hallucinations through adversarial self-checking

CLINICAL BENCHMARKING
• Measure precision, recall, and clinical relevance
• Compare model outputs against established trial ground truth

DATASET EXPANSION
• Integrate TCGA and cBioPortal genomic datasets
• Validate subgroup findings across broader populations

MODULAR DEPLOYMENT
• Package agents and tools as reusable, swappable modules
• Enables rapid adaptation to new cancer types or trial designs
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