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BACKGROUND & MOTIVATION
Maize yield prediction is critical for plant breeding, field management, 
and resource allocation. Our team partnered with Bayer to improve 
yield prediction using machine learning and deep learning on 
Genomes2Fields (G2F) data.

Goal: Build the most effective model for maize yield prediction by 
comparing models across tabular and non-tabular agricultural 
datasets.

Last semester, the project focused on tabular data — genotype, 
weather, soil, and phenotypic variables — establishing a strong 
baseline pipeline. This semester, we expanded to non-tabular data, 
including UAV image-derived features and raw orthomosaic imagery, 
to capture signals that spreadsheets alone may miss. Early literature 
review suggested aerial imagery could improve predictive 
performance by 20%.

RESEARCH METHODOLOGY

Semester 1 — Tabular Baseline
•  Built a baseline yield pipeline using genotype, weather, soil, and 
phenotype data
•  Cleaned and filtered G2F datasets (2014–2023); removed outliers 
and data leakage features
•  Established baseline model development across 6 model 
architectures

Semester 2 — Non-Tabular Expansion
•  Researched available UAV agricultural imaging sources
•  Merged UAV image-derived features with existing G2F plot-level 
records
•  Developed an H3-based spatial pipeline to connect raw orthomosaic 
imagery to field plots
•  Built a joint tabular + imagery dataset (1,555 records, 41 features) 
ready for modeling

PROCESS

We built an end-to-end pipeline. First, we cleaned and joined field 
observations, genomic data, soil measurements, and ERA5 
weather records. 

Second, we engineered features to capture crop stress, including 
heat accumulation, vapor pressure deficit, and rainfall variability.

Third, we evaluated six models, Random Forest, XGBoost, 
CatBoost, LightGBM, FT-Transformer, LSTM, and others using 
temporal, spatial, and combined holdout splits so the models were 
tested on unseen years, locations, and, in the strictest setting, 
unseen genetics. 

LightGBM performed best on the temporal and spatial splits, while 
CatBoost performed best on the strict combined holdout. Across 
models, weather features were consistently important predictors of 
yield.

Temporal holdout test R²: LightGBM = 0.477
Spatial holdout test R²: LightGBM = 0.459
Strict combined holdout test R²: CatBoost = 0.183

Our pipeline integrates five data modalities across G2F seasons 2014–
2023:

•  Genotype: Hybrid marker data from G2F genetic fingerprints
•  Phenotype: Field observations (plant height, stand count, etc.)
•  Soil: Nutrient concentrations filtered by z-score
•  Weather: ERA5 climate reanalysis — stress-aware features (VPD, 
heat stress, drought index)
•  UAV Imagery: H3-indexed orthomosaic patches (~5 cm/pixel, 1,555 
plots)

Strict evaluation: models tested on held-out years and locations — no 
model grades its own homework.

CONCLUSIONS
This project shows that improving ML in agriculture is not only about 
choosing a model, but about building data pipelines that make different 
kinds of data usable together.

•  LightGBM achieved R² = 0.48 on held-out seasons, capturing nearly 
half of real yield variation from climate signals alone — before a single 
combine rolls.

•  Stress-aware weather features (VPD, heat stress index) consistently 
outperform raw temperature inputs — same model, smarter features.

•  ERA5's global coverage means the approach scales to any farm or 
region.

•  For Bayer, this work creates a cleaner foundation for future modeling 
and helps evaluate whether non-tabular imagery adds measurable 
value beyond structured inputs.

Fig. 1 — LightGBM ★  predicted vs. actual yield on held-out seasons  (R² = 0.48)

FUTURE GOALS
•  Incorporate multi-temporal UAV flights (May–June 2020) for crop 
growth curves
•  Scale pipeline to additional locations (DEH1, MNH1, and others)
•  Run direct tabular-only vs. tabular+image model comparison
•  Evaluate whether UAV imagery adds measurable predictive value 
beyond structured inputs for Bayer's breeding decisions

“Weather-driven stress features explain nearly half of yield variability — even before genetics.”


